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Abstract—In an ideal human-robot collaboration,
autonomous robots work side-by-side with humans in
a joint workspace, often performing complementary
tasks to the humans. A robotic ability to infer human
intention and goals directly from human behavior will
facilitate the collaboration and maximize its efficiency.
In this paper, we focus on inferring which object
the human wants picked up next, based on what the
human is looking at, by visually following the human
gaze and head orientation. We develop a coordination
protocol for a team of aerial robots to extract effective
human head and gaze cues. The aerial robots are
controlled to navigate around the human and collect
data that improves the detection of the human’s gaze
and hence the intended object to be picked up. The ef-
fectiveness of the approach is shown using simulations
in AirSim, a photo-realistic simulator.

I. INTRODUCTION

With autonomous systems heavily integrated into ev-
eryday life, human-robot collaboration has become an
important area of research in the last decade [1]. Effective
collaboration dictates effective communication between
humans and robots. Humans have developed highly-
effective communication abilities among themselves, in-
cluding non-verbal means, mainly relying on visual cues.
Research in recent years has focused on how agents (e.g.,
robots) can analyze visual cues including body pose [2],
face [3] and gaze direction [4] [5] to interpret human
intent. In certain cases, humans can communicate their
intentions to others using other means of communication
including verbal description or hand gestures. However,
these means of communication require more effort and
are often provided only on-demand. Since we would like
the robot to operate in a seamless way and fit-in with the
human common and natural behavior, gaze following is
the best cue for inferring human intent; gaze cues are
usually available earlier, and may be more reliable than
other cues since the human’s own planning, including
navigation, motion and interactions, is based on gaze
locking at the target.

Methods for gaze and head-pose estimation [6] aim
to improve human-robot collaboration [7]-[9]. Often the
human is asked to wear gaze-tracking devices [10], [11].
While typically of high precision, these devices are not
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always practical as the equipment can be prohibitively
expensive, or restrict the human’s motion and behavior.

In contrast to the above approaches, in this paper,
we seek to utilize aerial robots with onboard cameras
around the human to extract estimates of the human
gaze. To this end, we consider that current visual-gaze
estimation models require that the face is visible in the
camera’s field-of-view. We envision the development of
a heterogeneous multi-robot system that aims to seam-
lessly operate near humans at work, observe them and
infer their intent, and automatically provide assistance
when needed. In this paper, we focus on developing a
collaborative controller for aerial robots that operate
around the human so that at least one of them tracks
the human face at all times, extracts body and facial
features, and uses these features to follow gaze direction
and infer human intent. This information is then used by
ground robots to assist the human with their tasks. The
contribution of this paper is particularly the collaborative
control algorithm under which the aerial robots navigate
around the human so that they improve the accuracy of
gaze estimation as obtained by XGaze [12], a state-of-the-
art gaze estimation algorithm.

More specifically, in our current simulation setting
we consider a system of heterogeneous robots, namely:



1) aerial robots equipped with RGB-D sensors, and 2)
ground robots equipped with capability to manipulate
objects of certain weights and sizes, which assist humans
with lifting and moving them to a storage location. Such
system could be useful in farms and storage houses,
where humans may need assistance with lifting heavy
objects, and where deployment of fixed cameras might be
impossible or inefficient (e.g., in large agricultural fields).
In the specific setting considered in this paper, a human
is moving in an environment populated with objects and
looks at the intended (target) object while approaching
it. The aerial robots use the information from the visual
sensors to follow the human and always keep the face
visible by at least one robot. Having the human face
always in sight allows the system to infer the location of
the target object by following the human’s gaze direction.

To achieve this, the aerial robots are assigned opera-
tional zones (gray zones in Fig. that are fixed with
respect to the human’s position. A favorable zone (blue
zone in Fig. is created around the human, based on
the reliability of gaze estimation (using XGaze [12], a
pretrained algorithm) as a function of the human-head
orientation. This favorable zone rotates as the human
turns while moving in the environment. Each aerial robot
moves around the human while remaining in its opera-
tional zone, and while switching between the following
two modes: the face-tracking mode, when the favorable
zone of the human intersects with the operational zone
of the robot so that the front of the human face is visible
to the robot, and the body-tracking mode, otherwise. In
face-tracking mode, the aerial team moves such that
the human always faces one of the robots, allowing an
improved gaze estimation capability from the frontal
view. The aerial robot that is operating in face-tracking
mode may keep changing as the human moves and turns
around. In the body-tracking mode, each robot tries
to keep the entire human body in the field-of-view. To
enable the face-tracking and body-tracking modes, we
design the control scheme using potential function based
approach ( [13], [14]) for the aerial robots so that at
least one is in face-tracking mode at all times, collect
video and infer the human’s gaze direction, and based on
that infer which tasks (target objects) in the environment
are under observation by the human. A list of tasks is
created based on the inferred human intent, and this
list is communicated to the ground robots for further
assistance. The grounds robots utilize a consensus-based
bundle algorithm (CBBA) [15] to asynchronously assign
tasks among themselves as new tasks are being generated
by the human moving around. In our experiments, we
use AirSim, a photorealistic, physics-based simulator for
drones [16] and an environment with animated human
character in Unreal Engine. The overall human-robot
collaboration framework is shown in Figure

The contributions of this paper include: 1) A collab-
orative control scheme for a team of aerial robots to
safely navigate around a human, while keeping the face

in sight for accurately extraction of the human gaze
detection, 2) a demonstration of a human-robot collab-
oration consisting of a team of heterogeneous robots in
the photorealistic simulation environment AirSim [16].

The rest of the paper is organized as follows: Section
[0 describes the mathematical modeling and problem
statement. The main trajectory optimization formulation
is discussed in Section [V] while simulation based results
are provided in Section [VII The conclusions and the
ongoing work are discussed in Section [VII}

II. MODELING AND PROBLEM STATEMENT

Notation:||-|| denotes Euclidean norm of its argument.
|| denotes absolute value of a scalar argument, and
cardinality if the argument is a set. We denote by x =
[1,0,0]7, ¥ = [0,1,0]7 and 2 = [0,0,1]7 the Euclidean
unit vectors.

We consider a human moving around some object
locations (called thereafter tasks) on the ground, N,
aerial robots denoted by A; for i € I, = {1,2,...,N,}
in the human’s neighborhood, and N, ground robots
denoted by G; for j € I, = {1,2,...,Ng}. An RGB-D
sensor is rigidly fixed on each robot to point towards
the forward-looking direction. We consider the following
right-handed coordinate frames (Figure [1): 1) An earth-
fixed coordinate frame, F., formed by X, ye, Z. axes
pointing in local North, East and Down directions; 2) A
human-head fixed coordinate frame, F},, formed by Xp,
Yn, Zn axes, where Z, points in the front direction of
the human face and X; points towards the left direction
of the human face; 3) a body fixed coordinate frame for
robot A;, Fp,, formed by Xy, , ¥, , Zs, axes, where X, and
¥», point in the front and right direction of the robot A;,
respectively; 4) a camera fixed coordinate frame for robot
A, Fe,, formed by X.,, ¥¢,, Zc, axes, where X., and 2.,
point in the right direction and back of the robot A;,
respectively (see Figure [1)).

The pose of the human head, as resolved in F, is
denoted by rj, = [p?, o} |7, where p, = [zh, yn, zn]T and
op, = [¢n, 0, 1p]" are the position and the orientation of
the human head, respectively, where ¢y, 05, are the
rotations about the axes Zy, §jn, 2 , respectively, as per
z(¢¥n) —y(0r) — x(opn), i.e., 3-2-1 intrinsic Euler rotation.
The linear speed of the human head in F. is denoted
as vy, = [V, Vy.n, V20T and the angular velocity as
resolved in Fj, is denoted as wj; = [wz’h,wyyh,wz,h]T
We denote by r; = [pl, ;] the controllable states of
the robot A; and consequently of the mounted RGB-D
sensor, where p; = [7,%;, 2]7 denotes the position of
the robot in F,, and 1; is the yaw angle of A;.

The motion of the robots is modelled as:

w= 2= v

for all ¢ € I, where v; and w,; are the translational
velocity and the yaw rate of the robot A;, which also act
as control inputs. We also assume that ||v;|| < v, for all



i € I, where v > 0 is the maximum speed of the robots.
In addition, we make the following assumptions.

Assumption 1: The roll ¢; and pitch ; angles of the
robots during the translational motion are very small.

Assumption 2: The linear speed vy, of the human is
bounded as ||v,|| < U, and the rotational speed of the
human head is bounded by [jwy,|| < @p,.

Assumption 3: The current position py and the lin-
ear velocity vy, of the human head at any instant is known
to all the robots.

Assumption 4: The robots can move faster than the
human, i.e., v5 < v, to ensure that they can keep track
of a moving human.

Assumption [I] ensures that each robot A; does not
tilt too much during its motion and hence the images
obtained by the on-board sensor are very close to that
obtained by an RGB sensor at r; with yaw angle 1);
with zero pitch and zero roll angle. The aerial robots are
deployed in Unreal Environment using AirSim plugin.
The human is also deployed in Unreal and is controlled
using Unreal Engine’s animation tools. See Figure [1] for
a snapshot of the simulation scene in Unreal.

Problem 1 (Motion Control for Gaze Detection):
Design a control algorithm for a team of N, aerial
robots mounted with RGB-D sensor such that: 1) both
eyes, the face and the front body of the human is visible
to at least one RGB-D sensor so that human gaze can
be detected as accurately as possible, 2) the robots
stay safe from each other and the human while moving
around, i.e., |p;(t) — pir(t)|| > psase, for all i # 3" € I,
and ||pi(t) — Pr(t)|| > psafe for all ¢.

III. ESTIMATION OF HEAD ORIENTATION AND GAZE

In this section, we describe the algorithms that we
used to estimate head orientation and gaze direction from
video images captured by the onboard cameras of the
robots. Then, we describe how the estimated head pose
and gaze directions are related to the system’s coordinate
frames for motion planning (as described in section .

1) Human head orientation: We used a deep neural
network model based on a common architecture [17], [18]
to estimate the head orientation in RGB images [19]-[21].
In particular, we used deep-head-pose network model [22],
to predict intrinsic 3D Euler angles corresponding to the
head rotation with respect to the camera frame, directly
from image intensities. The model is applied to image
regions containing human faces, which are extracted
by a face detection neural network model [23]. In our
experiments, we used network models that were pre-
trained on a large, synthetically-expanded image dataset
of faces in a wide range of orientations [24].

2) Human gaze: Gaze estimation is more challenging
than estimating the head orientation: it requires the ac-
quisition of fine and subtle details in the face appearance
(such as the eye’s position in the orbits), and associating
them to a direction in space towards the gaze target [25].
In this work we used the XGaze deep neural network

model [12] that was pre-trained on a large dataset of a
wide range of unconstrained face images [26].

3) Associating head and gaze directions to the robots:
The head orientation and gaze direction algorithms are
applied to images acquired by the camera of each aerial
robot. The algorithm outputs are rotation matrices R,
and R, g4, corresponding to the head orientation and gaze
direction respectively, in the head frame JFj, relative to
the camera frame F., of the robot A;. In the remainder
of this section, we will focus on the head rotation matrix
Rc,n, but the same also applies to the gaze rotation
matrix R .

The rotation matrix corresponding to the rotation of
the human head relative to the earth fixed frame, R’,,
based on the measurement from robot A;, is:

Ry}, = Reb, Ry,c, Ren- (2)

where R.p, is the rotation matrix corresponding to the 3-
2-1 intrinsic Euler rotation from Earth frame to the body
frame of aerial robot A;, and Rp,., = [@ —Z —;ﬂ.
The unit vector 2! pointing in the front of the human
head, called human head vector, based on the estimated

rotation Rih is then obtained as:

2, = Rep2. (3)

The quality of this estimate depends on the distance of
the camera to the human, and the direction from which
the camera is looking at the human head. Since we have
more than one estimates of Z} and probably with varying
accuracy from multiple robots, we use a weighted sum as
our final estimate of human head vector as:

. 1 i
Zp = m ZieI;L WiZp, (4)

where 7j, is the set of indices of the robots that have the
human’s face detected in their captured image, and w; =

Oi(rh,) . . B .
72%1} o) 8 the weight of the robot A;’s estimate,

A—\T _
where O;(ry,) = w is the cosine of the angle

made by the position vector of the robot A; relative to
human head and the estimate Z; of the human head
vector prior to the current measurements, and d; =
|lp; — prl| is the distance between A; and the human
head. The weight w; is chosen as above to trust more
the estimate of the robots whose camera axis is closely
aligned with the human head vector. This is because
the estimates from such robots are likely more accurate
because the front of the face is clearly visible in the
captured image. We denote by oy, ,,, the measurement of
the Euler angles of the head extracted from the rotation
matrix R as:

Ohm = [Oh,m, Oh,m, 1/1h7m]T = rot2euler(R.;) (5)

where rot2euler is the function that outputs the Euler
angles for 3-2-1 intrinsic rotation corresponding to the
rotation matrix R.p,.
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IV. FAVORABLE ZONE FOR BETTER GAZE ESTIMATION

The performance of the XGaze algorithm [12] depends
on the perspective from which the face is captured, and
on how many pixels cover the eyes in the image. These
performance-influencing aspects are tightly connected
to the camera parameters, scene backgrounds, and the
training data used to train the XGaze algorithm [12].

Given an already trained XGaze algorithm, our first
goal is to find favorable zones for the aerial robots from
where the gaze detection performance is maximized. To
do so, we first created a synthetic data-set using AirSim.
This data-set consists of: 1) images captured by the
camera onboard the aerial robot by moving the aerial
robot at different locations on a user-defined grid in front
of the human, 2) ground-truth gaze direction (gy,) of the
human from Unreal Environment. Let the gaze error be:

€gaze = 1- gzghv (6)

where gy, is the unit vector pointing into the direction
of the human’s gaze, called as gaze vector, and g, is
an estimate of the gaze vector obtained from XGaze
algorithm. For a human with a constant gaze and with a
face pointed in negative x direction of the earth frame,
the gaze error egq.. as a function of the relative position
of the camera in the x-y plane is shown in Figure [2a] for
different camera heights. As observed in Figure [2a] the
gaze error is very small within a certain distance from
the human and when the camera is directly in front of
the human. As the height of the camera is increased,
the minimum distance from which the face of the human
is detected is also increased. This also means that for
a given planar distance d, = /(x; — zp)? + (y; — yn)?
from the human, the camera has to stay below a certain

height z; to ensure successful detection of the face and
in turn successful gaze estimation. Using least square
regression, we fit a linear curve, shown in Figure 2D] as
the solid red line, whose parameters are the slope my
and the y-intercept ¢4, to the maximum height z; and
the planar distance d; data points from Figure

The maximum limit on the height of the sensor (and
in turn that of the robot) is then obtained to be:

-z < ZzZ; = Cqg + mgd; (7)

where the intercept and slope parameters are computed
as ¢g = 1.2945 and slope my, = 0.21181, respectively.
This upper limit on the height results into a favorable
zone Z; for the aerial robots given by

Zf(rh) = {pi S R3|d; < J;, ih (Ap/) >0,z € (0, —27;)

(
where Ap’ = p, — p,, p; = [#,vi,0]T and pj,
[zh,yn, 0], and the maximum planar distance d; =
m. This favorable zone Z; rotates as the human rotates,
and two instances of it are shown in Figure [3a]and [35] In
the next section, we design a motion planning algorithm
so that at least one of the aerial robots stays in the
favorable zone Zy and as much in the front of the human
as possible.

—
e

V. MOTION PLANNING FOR THE ROBOTS

Each robot A; operates in their assigned zone Z;,
called as operational zone, see Figure [3a] defined as:

Zi(en) ={pi €R’| -z <z < 0,9, < ¥ni < Poz.i}

(9)
where ¥, ,; = tan_l(%). In their respective zones,
as required in Problem m the robots have to ensure
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that either the entire human body or some part of the
human’s body is within the field-of-view of their on-
board RGB sensor. To ensure this, the camera on the
aerial robot needs to be pointed towards the human. We
design the following yaw rate control for robot A4; that
forces the RGB sensor to be always pointed toward the
human:

wei = Via — k(Wi —bia) (10)

where 1; ¢ = tanfl(;’Z:Zj) is the desired yaw angle for
the robot A;. Next, we describe a trajectory generation
scheme for the aerial robots that uses head orientation
feedback to move them to appropriate locations in the
favorable zone Zy to have better gaze estimate.

A. Trajectory Generation

To ensure that the robots look at the human or their
face from an appropriate position, while ensuring they
stay in their assigned zones Z;, we propose two different
modes of operation : 1) Face tracking mode, and 2) Body
tracking mode. These modes are discussed next.

1) Face Tracking Mode: The goal in the face tracking
mode is to ensure that the aerial robot A; is always
within the favorable zone Z; and stay as much in the
front of the human as possible. This ensures proper
human face detection to enable an accurate estimate of
the head orientation and gaze. To ensure the aerial robot
A; is within the favorable zone Z¢, and that the robot is
as much in the front of the human as possible, we design
the following potential function:

Vii=Vpi(Pr)(1 = Oi(rs)) (11)

where V,,(pr) = In (C:ﬁ% + Cfé;“éz
the distance between the human head and robot A,
in the x-y plane, ¢g = d°°, ¢ = g;%iz > 0, o =
c1d*. The potential function Vp,i approaches infinity
when the planar distance d approaches d* from right
or approaches d*° from left, and has a minima at the
distance d = d. The parameter d™ is chosen based on
the analysis provided in Section to be d>® = J;, and
d®™ = 1.5 m to ensure aerial robots stay sufficiently far
from the human for human’s safety. We choose ¢; =1
which yields d = gm;rdm = 8.25 m. Robot A; aims to
minimize this function when in face tracking mode.

2) Body Tracking Mode: When the favorable zone Zy
does not intersect with the operational zone Z; of the
aerial robot A4;, the robot still needs to keep collecting
information about the human. The goal in the body
tracking mode is to ensure that the aerial robot is in the
operational zone Z; and the entire human body is visible
to the on-board camera. These objectives are encoded in
the following potential function for A;:

), where d} is

ZZi(pi —Pn)
Vi = Vp (o)==
1

(12)
where Z.; is a fixed unit vector for robot A; that forces
A; to stay in the center of the operational zone Z; and
is defined as:

% = [008(1zei) cos(0p), cos(1.e i) cos(By), sin(fy)]”

, (13)
where ¥,.;, = w, and 0, (> 0) is a constant
elevation angle to ensure the robot stays below the height
of the head to cover the entire body. Similar to face
tracking mode, the goal for the robots is to minimize
V4,i in the body tracking mode.

3) Height limits: To ensure the aerial robot A; does
not fly higher than the maximum height limit, we design
the following barrier function:

V.i=—In(cg + myd; + z;) (14)
The barrier function V,; approaches infinity as z; ap-
proaches the value —(¢g + mgyd}) from right.

4) Robot safety: While the robots move around the
human, they should ensure they do not collide with



each other. To encode this requirement, we design the
following Lyapunov-like barrier function:

Vj’ = _ln(d?j - pzafe)

ER)

(15)

where d;; = ||p; — p;||. The velocity correction to avoid
collision between 4; and any other robot is defined as:

Vai =Y ies 0si(dij) Vi(VZ)) (16)

where V; is the gradient of the input argument with
respect to the position p;, 0s,:(di;) is a bump function
[27] that activates the collision avoidance control vj ;
only in local neighborhood of the other agents and
ensures the control velocity is continuous.

5) Robot Control Action and Mode Switching: The
robot A; applies the following gradient based control:

Vi =V +04,iVi(Ve,i) +05iVi(Vii) +02iVi(Vai) + Vi

(17)
where o7, and op; are bump functions, defined later
on, dictating which mode the robot A; is operating in -
face or body tracking mode, respectively (see Figure .
The function o, ; is a bump function similar to o, ; that
activates the control to stay below the height limits in
the neighborhood defined by @D The bump function o ;
is defined as

1, ifyp <y <
ko Gik ()", 5

Zi:o Gj:k ( h)k ’
0, otherwise

Ofi=

(18)
where 1), is an estimate of the yaw angle of the human
head, d, provides a small angular zone on both ends of
the operational zone of an aerial robot to allow smooth
transition between the face and body tracking modes,
G, and G;’k for all k € {0,1,2,3} are coefficients to
ensure oy ; is continuously differentiable and varies from
0 to 1 and from 1 to 0 in the respective transition zones
defined by 6, around operation zone of each robot. We
further define 0, ; = 1—0y,. These bump functions allow
continuous velocity control during the transition between
body-tracking and face-tracking mode. In summary, the
controller in ensures that robot A; always stays
inside its operational zone, stays safe from the human
and the other robots, and either tracks only human body
or the human face depending on operation mode.

VI. RESULTS

We study the performance of the proposed algorithm
using simulations in AirSim. The robots and a human are
launched in an Unreal environment in a outdoor setting.
The human moves around the environment and assesses
that some tasks should have priority over other tasks.
As the human looks at tasks, the aerial robots capture
that information and communicate the preference to the
ground robots. The ground robots then utilize a task al-
location algorithm (Consensus-Based Bundle Algorithm

— Velocity based num of detected tasks
— Is true task detected?

t sl

Fig. 4: Human velocity-based task identification

(CBBA) [15], explained in the Appendix ), to determine
which ground robot goes to which task.

We consider a scenario where there are multiple objects
on the ground (numbered Task 1 to Task 7), some of
which need to be collected and stored in a nearby storage
yard. The human walks around these tasks in sequence
from Task 1 to Task 7 and gazes at these task locations
for sufficient amount of time in order to indicate that
these objects need to be picked and stored at specific
gathering locations in the storage yard. The aerial robots
use the algorithm described in Sections[[II{V]to navigate
around the human and gather the gaze information.
This information is used in the CBBA so that each
ground robot is assigned a task, reaches the assigned task
location, picks up the object, and takes it to the storage
yard to store it to a predefined location before going to
its next task.

We consider three cases: 1) a simple human-velocity-
based task identification, without considering any visual
information about the human (baseline algorithm), 2) No
active face tracking: only body tracking mode is active
on all the robots, 3) Active face tracking: robots switch
between the body tracking and the face tracking mode
according to the switching strategy discussed in [V-A.5]
In Case 1), we create a 2D cone with vertex at the
current position of the human and axis along the current
direction of human velocity and with angular width of 25
degrees. All tasks inside this cone are considered to be
tasks of interest to the human. In Figure we show
the number of tasks (red) that are identified by the
human velocity-based approach and also show whether
the true task is identified or not (true). As illustrated
by the results, on average more than 3 tasks, in addition
to the true task, were identified at any time instance.
Although the true task is among the identified tasks most
of the times, it is very difficult to determine which of the
detected tasks is a true task (possible criteria are minimal
distance, minimal angular offset, object properties, etc.).

For Case 2 and Case 3, we estimate the human gaze
direction from the images captured by the robots and
deploy the proposed algorithm to move aerial robots.
We find the error between the true gaze direction g,
obtained from Unreal, and the estimated one g;,. We
use the angle between the true gaze and the estimate
as the metric for evaluation of the proposed scheme, and
plot the angle of each case in Figure |5l The gaze error
in case of mo active face tracking is in general larger
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than that in the active face tracking case. The critical
time windows during which the human actually starts
looking towards the intended tasks are highlighted in
gray. In some of the critical time windows, gaze error
is similar or even better in no active face tracking case
due to the fact that one of the robots is directly in
front of the human in no active face tracking case. The
gaze error in these instances majorly depends on the
performance of the XGaze algorithm, which has its own
gaze estimation error which gets reflected in Fig.
The videos of these simulations showing the motion of
the human, aerial and ground robots; and the visual
data available from the aerial robots are available at
https: //tinyurl.com/7h6zdjzf.

In Cases 2 and 3, whenever the human gazes at a par-
ticular object for a certain amount of time, that task is
considered to be prioritized by the human to be executed.
The ground robots then get assigned periodically to these
tasks. The task identified based on the gaze information
gathered by the aerial robots are highlighted by blue
dotted circles in Figure [6} As many as three tasks are
created in active face tracking mode. However, in the case
of no active face tracking, only 2 tasks are created. This
can be attributed to the lack of face detection and in turn
that of gaze information during the segment when the
human was walking from task 2 to task 3 (first gray zone
in Figure [5)) because no aerial robot was in the favorable
zone in front of the human for proper gaze estimation.
In most of instances, no active face tracking mode works
equally comparable to active face tracking mode. This
is incidental because, during these time intervals, the
human face happens to be directed toward one of the
body tracking robots.

It is also possible to get the same level of human head
and gaze coverage using body tracking mode (no active
face tracking) only, however, ensuring full coverage would
require deployment of more aerial robots than when the
robots were actively tracking the face.

Remark 1: We were not able to read the real-time
position of the animated human model from Unreal
environment in our AirSim python API, so we used the

server’s world clock time to determine the ground-truth
time and human position in the environment. This led to
some discrepancy between the robots’ time and human’s
time, which may have affected the numbers shown above.
However, performing the simulation for several times
yielded similar results, which were all consistent with the
overall qualitative behavior of the algorithm as discussed
above.

VII. CONCLUSIONS AND ONGOING WORK

In this paper, we considered the development of a
multi-robot system that operates near humans in their
working environment, while visually observing them at
work and offering assistance when needed. We developed
and evaluated a collaborative control algorithm for a
team of aerial robots that actively tracks human head
and gaze in order to improve gaze estimation quality, and
reliably infer the location of the human’s target objects
by following the human’s gaze direction. The algorithm
is tested in AirSim and evaluated against a baseline
algorithm. Our simulations showed that actively tracking
the human by moving aerial robots around the human is
more effective in terms of the efficiency in understanding
the human intentions, as well as in terms of the number
of aerial robots deployed. We demonstrate the superi-
ority of the suggested approach in comparison to other
approaches, including a static or dynamic visual tracking
of human-body only, and a naive velocity-based intention
identification. Future work will focus on experimental
implementation and evaluation of the proposed multi-
robot coordination for gaze following and human-intent
inference.
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APPENDIX

A set of ground robots are assigned the tasks using a
Consensus Based Bundle Algorithm (CBBA) [15], which
is a decentralized task selection algorithm that utilizes
a market-based decision strategy. The CBBA algorithm
has two phases. Phase 1 includes bundle construction.
Each agent carries two types of lists of tasks: the bundle
list and the path list. Tasks in the bundle are ordered
based on time added, while tasks in the path list are
ordered based on location in the assignment. When a
task is added to the bundle list, it receives a score
improvement, where the total reward value is based on an
agent performing tasks along a path. Detailed description
is given in [15].

In this paper, we modify the cost function for creat-
ing the bundle and path list by considering when the
human’s gaze intersects with a target location (task).
Preference is incremented by a fixed number while the
human is looking at a task. The CBBA algorithm gener-
ates a new path list at each iteration based on the new
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Fig. 6: Paths followed by the human and the ground robots

human-preference values. Once an agent arrives at and
completes a task, the task is removed from the task list.
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